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Abstract. The present study summarizes the state-of-the-art research in deep
reinforcement learning (DRL) techniques in the architecture, engineering and con-
struction industry and it formulates a general framework for autonomous design
and construction. The framework is inspired by the noticeable success of DRL
and imitation learning algorithms in real time strategy (RTS) games, which nor-
mally require efficient resource planning and long-term strategic coordination.
The objective of the proposed framework is to reduce data segregation and loss of
project information. The prevention of data leakage is achieved by replacing the
linear process with an iterative one where the consequences of design decisions on
the construction process (and vice versa) are understood in a virtual environment
simultaneously. The proposed framework also exploits recent advances in simu-
lated physics-based environments, like game engines. Designers and builders can
therefore simulate on-site scenarios and exchange views on the required design
and construction goals early in the project. The multi-objective optimization prob-
lem is then passed to artificial agents. These agents train on achieving the project
goals under the supervision of a team of humans. The tacit knowledge transferred
to the brain of the agents can later be deployed on-site through execution robots.
The proposed approach is demonstrated by a proof-of-concept software applica-
tion, showcasing a brick pavilion project. Design and construction constraints are
first imposed by the user. Agents are then trained using a DRL algorithm.

Keywords: Artificial Intelligence - Deep Reinforcement learning - Architecture
Agency - Construction

1 Introduction

The architecture, engineering, and construction (AEC) industry is the largest consumer
of energy and raw materials worldwide. It consumes over 40% of global resources and
energy and generates waste amounting to 50% of material waste worldwide [1]. These
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issues are exacerbated by other problems like low productivity rates and on-site haz-
ardous tasks [2]. Despite the active promotion of building information modeling (BIM) as
a solution for better collaboration and data integration, current BIM tools still struggle to
break down information silos among teams and do not automatically incorporate expert
knowledge into projects, given its mere information management nature. To bridge this
gap, advances in artificial intelligence (AI) can provide a comprehensive view of the data
flow process, transforming the current linear process into a circular feedback loop. This
paradigm can allow designers and builders to address conflicting constraints before fab-
rication begins while integrating digital fabrication in computational design workflow

[3].

1.1 Challenges of AI Application in the AEC Industry

The proper implementation of Al in AEC industry is primarily hindered by lack of
innovation caused by inadequate investments in research and development [4], as well
as risk aversion. Furthermore, the AEC industry lags behind other industries in terms
of digital transformation due to the absence of innovative procurement routes and the
fragmentation of project stakeholders [3]. This creates challenges for data integration,
making it difficult to incorporate Al into the process without adding complexity and
potentially leading to unreliable results [5].

Interoperability issues also arise due to the diverse discipline-specific software and
development tools adopted, hindering the scalability of Al applications. The absence of
any mature Al application on the market that integrates different tools and technologies
like robotics and real-time sensing data into one single framework further supports this
issue [6]. To overcome these challenges, several researchers suggest the development
of a holistic framework that provides an interoperable platform for integrating different
technologies [5-8].

This framework should use the heuristic knowledge and intuition of field experts to
guide the process of algorithm selection and results interpretation [5]. The interaction in
such an environment could adopt game-play techniques that are user-friendly to make
it easier for human users to quickly grasp the game mechanics and interact with the
environment without much knowledge of the “black-box” behind [8]. Accordingly, a
potential solution to creating such a framework is building upon the success of Al
applications in several sophisticated domain [7], such as real-time strategy games.

1.2 AI Applications in RTS Games

Real-time strategy (RTS) games are a sub-genre of strategy games in which a player
needs to build a virtual economic system by gathering resources, building and training
units, researching technologies, and sometimes also by developing military power to
defeat opponents [9]. In RTS games, players must attempt to multitask by working on
all aspects of the game simultaneously. The challenges imposed in RTS games makes it
a fertile ground for Al research [10]. These challenges include aspects like resource and
time management, decision making under uncertainty, spatial and temporal reasoning,
real-time planning, and use of domain knowledge.
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Despite these demanding challenges, Google DeepMind’s AlphaStar, an Al agent,
managed to defeat top professional players of “StarCraft IT”’. This accomplishment is con-
sidered a significant achievement, as “StarCraft II"” is one of the most complicated RTS
games ever created [11]. DeepMind regarded this victory as evidence of the effectiveness
of general-purpose machine learning techniques used in training AlphaStar, specifically
self-play deep reinforcement learning and imitation learning. The Al company believes
that these techniques can be applied to other complex domains [12]. Therefore, in this
paper, the application of Al strategies that promote long term planning like DRL in RTS
games is taken as an inspiration for the development of a framework for autonomous
design and construction.

2 Literature Review

Researchers have been using DRL algorithms to solve several problems in the AEC
industry such as design and construction optimization, urban planning, energy efficiency,
and assembly of building elements. In preliminary space planning, some researchers have
used DRL techniques to solve game-like schemes representing architectural concepts.
One example is an abstract grid-world testbed developed by Kotov and Vukorep [13] that
involved coloring or occupying grids to achieve specific goals like generating different
zoning areas based on architects’ requirements. DRL algorithms have also been applied
to solve early-stage urban planning problems such as space allocation. Saha et al. [14]
used Deep Q-Learning (DQN) algorithm to assign geometric shapes and functions to
each urban space, aiming to produce building layouts that meet the designer’s goals and
constraints.

On the other hand, DRL has contributed to building design in several aspects like
generative design, circular economy workflows, assembly configuration, and optimiza-
tion of building elements. One example of generative design is Wang and Snooks [15] use
of multi-agent systems to encode global design intentions in a pavilion project. Agents
in the form of mesh graphs took actions by moving each mesh vertex in a cuboid space,
with rewards given for achieving global design intentions such as spatial coverage and
topological performance.

Regarding circular economy, DRL algorithms have been utilized to promote material
reuse and cradle-to-cradle concepts in the AEC. In [16], DRL algorithms, like DQN,
was used to optimize the reuse of steel and timber elements for the generation of truss
structures. Huang [17] tested the applicability of game engines like Unity to design
new shell structures from an available repository of wasted materials to prevent energy-
intensive recycling processes.

Several researchers have also worked on the design of reconfigurable structures that
can learn, through DRL, to generate intelligent assemblies that fulfills structural and
disassembly requirements [18, 19]. Similarly, DRL has been utilized in designing specific
building elements to achieve certain performance criteria. Examples include optimizing
the movement of kinetic facades shading panels for controlling solar radiation [20], or
generating floor plans that satisfies specific architectonic goals [21].

Moreover, DRL techniques have also gained significant attention in construction
tasks and planning including the automated assembly of building elements. For instance,
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Apolinarska et al. [22] optimized robotic assembly of timber lap joints using an adapted
Ape-X DDPG algorithm. The DRL agent was trained entirely in a simulation environ-
ment and successfully deployed in the real world, with a noticeable ability to generalize
situations not experienced during training.

Accordingly, this paper integrates discrete efforts in academia and practice towards
an Al-centered framework for autonomous design and construction. The framework
tackles the currently discretized process that is motivated by human intuition to address
complexity through skills specialization and generation of in-depth experience after
working on specific challenges. A proof-of-concept application is introduced based on
the framework. The results are then discussed along with future considerations.

3 Framework

In this section, the proposed framework is introduced, where Al, construction robotics
and digital fabrication are situated at the core. It is based on 3 distinct teams: (1) a super-
vision team of humans that possess design and construction knowledge, and (2) a team
of AI agents that progressively learn in a simulated environment the tacit knowledge
needed for producing adequate design and construction methods. Finally, (3) an execu-
tion team of construction robots that are controlled by the agents and that transforms the
agents’ orders into real world actions. The execution robots translate on-site perceived
data into situations like what encountered in the simulated environment. The framework
is composed of 5 phases: design intent, site data acquisition, design and construction
legislation, training of agents, and robotic execution (Fig. 2).

3.1 Design Intent

It is the phase in which a designer starts to transform the project requirements into initial
sketches and drawings or preliminary models. The Al contribution in design inspiration
can be categorized into 3 different cases:

e No Al Contribution: The Designer fully contributes towards the initial design ideas
with no Al support.

e PFartial Contribution: The Al agent acts as a catalyst for inspiration. This could be
in the form of an Al assistant like text-to-image deep learning models that produce
unique inspirational images from a user input of descriptive words (the likes of Mid-
journey [23] and Dall-E-2 [24]). Different forms of semi-supervised learning that are
trained on a certain style or a blend of different styles could also be an option to
support the designer. This solution is thus considered one of the forms of human —
machine collaboration in the early phases of design where the Al agent act as the
designer assistant.

e Full Contribution: The preliminary design is entirely produced by the agent with no
or limited human intervention. In other words, the design intent can be implicitly for-
mulated in the succeeding “legislation” phase, where the builder/architect formulates
a group of design and construction goals for the agent to train on. An example could
be a building in which its essential functionality is heavily prioritized over following a
certain style or a complex form. However, advances in Al could offer fully automated
preliminary design solutions in the future that can produce complex forms as well.
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3.2 Site Data Acquisition:

This phase guarantees the representation of real-world elements and parameters inside
the simulated environment. The accuracy of capturing on-site data is crucial to ensure
proper training of the agents on the actual site conditions. With the presence of modern
technologies like laser scanning, drones, ground penetrating radars and sensors for cap-
turing climate, wind and other necessary conditions, the task of recreating a digital twin
that mimics on-site real-world conditions could be achieved.

3.3 Design and Construction Legislation

This phase is the principal divergence from the traditional workflows currently adopted
in the AEC industry. The team of designers and builders are the major contributors during
this phase. The team meets at an early stage of the project with the aim of translating
the design and construction objectives into goals that the agents are entitled to realize.
These goals shall guide, at a later stage, the training process of the agent(s). To achieve
this, the team first checks the conformity of the simulation environment with real world
parameters. Afterwards, the team discusses how to represent the simulated environment
in an understandable form for the AI agents. This could be done by formulating the
problem as a Markov decision process (MDP) (Fig. 1).

state reward action

S ¢ A,

Reia
<> Environment

Fig. 1. Markov Decision Process (MDP)

=

For a MDP, the following 4 main elements should be defined:

e The observation parameters that the agent should record in each state of the game.
The range of possible actions that could be selected by the agent in each state.

e The reward function that encourages the agent when a certain milestone in the project
is achieved or penalizes the agent upon failure to complete the required task.

e The agent’s “brain” that represents the algorithm used to search for an optimal pol-
icy for solving the formulated problem. Each algorithm is characterized by a set of
hyperparameters that controls its behavior and should be fine-tuned to optimize its
performance and help it reach an optimum policy.

Transforming the design and construction problem into a MDP is a quite complex
iterative process that requires intensive planning by the human team. For this reason,
planning considerations from the human team could include:

e Hierarchical division of the problem into sub-problems to facilitate better learning
process for the agents.
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e Combination of more than one algorithm to solve discrete parts of the problem.
e Selection of the type of agents involved in the process (single vs multi-agent
environment, competitive vs collaborative agents...).

3.4 Design and Construction Learning

In this phase, the main contribution is provided by the agents, which learn to perform
the tasks allocated by the human team. The human team becomes the supervisor that
monitors the performance and progress of the agents, and it intervenes when necessary.
For example, the human team could alter some algorithm parameters or hyperparameters
to speed up the training process or to modify the MDP formulation. Therefore, both
phases of design and construction legislation and learning are considered as an iterative
process of continuous modification and fine-tuning of parameters.

3.5 Robotic Execution

After the learning process is finalized with satisfactory results, the executing robots are
then equipped with the “agents’ brains”. The robot sensors capture real world observation
that are translated afterwards into values understood by the agents in the “simulated
environment”. The agents feed the right action to each robot based on the approximation
of the observed input data to the nearest similar observation in the simulated environment.
The robot would finally formulate the perceived order from the agent’s brain into an actual
step or an action in the real world.

1
|
|
I - J
1
: O Designand || Robotic Execution
I Construction Leaming
18- B | ——m—m—m—m—— -4V
I % g : rmlmmm : :-RLngem{s)Trai'ling: : | Onste/Offstte 1
o (Conformity with real parameters) Variable Circumstances/
:c)gnlvﬁmmlmle | 1 | Multiple Enivionments 1 : @ Ec :
I 1 1 i 1
1 1 g 1
L _! : MDP Definitionand 1 : : : 1 mwmmm 1
_______ 1 ey ' e T
Site Data I o I |- ]
Acquisition 1 9 /’?{3 |
FE=====x | ) ‘ 1
| On-site Parameters, like:: | : RLNgwmm“ 1 > Legend
1) site Topology/ Soil I ,.
ﬁ:’mm : [} === X | S Human Contrbution
1) Prevaling Wind, o LT | i
|§4mtgw Snow 1 ;ﬁ Agentt Contribution
: Q= : %9 HumenSupenvision ONLY
1 (@) == & | ) hterative Process (Validation)
L_X_ _‘:’_’i\:l

Fig. 2. Proposed Al framework for design and construction.
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4 Proof-of-Concept: RoBuilDer

Robotic Builder and Designer (RoBuilDer) is developed in 2 versions, namely: “human
version” (UV) and “robot version” (RV). UV enables designers to experiment with and
evaluate different game parameters. RV provides an appropriate environment for the
agents to acquire the tacit knowledge needed by exploring different paths and learning.
The scope of the software application is focused on the “design and construction legisla-
tion” phase and the “learning of agents” phase of the framework. The “robotic execution”
step is regarded out of this research scope, since literature is already available, both for
on- and off-site situations.

The project proposed is a brick pavilion. It is inspired from a functional design
perspective by the Pantheon’s Rotunda and from the execution side by “the Endless
wall” project of Gramazio Kohler Research [25]. The pavilion inherits the brick-like
nature of “the Endless Wall” project, while design goals are mainly inherited from the
Pantheon’s Rotunda by realizing an open-ended dome. The presence of the top opening
increases the stability of the dome and enables the use of passive strategies such as
natural sunlight (Fig. 3) and stack ventilation.

Fig. 3. Imaginary visualization inside and outside of the brick pavilion

RoBuilDer was developed in Unity. This game engine allows the development of
physics-based environments that would help simulate the actual properties of the brick.
Once the physical properties are identified, several aspects can be directly witnessed and
measured during game play, like the effect of gravity on the stability of bricks and the
friction between each brick and the other.

4.1 RoBuilDer: Human Version

This software application is built to let the human team evaluate the simulated environ-
ment and the related rewarding scheme. The available elements are bricks, and window
and door openings. These elements can only be placed along a pre-defined circular
canvas, which forms the outline of the pavilion’s foundation. The user interface has
design and construction indicators that show the progress of each process separately.
This allows the visualization of the impact of a series of pre-defined actions on each
of design and construction goals instantly by displaying two separate progress bars
(Table 1). The interface also includes a counter for accumulated scores of rewards and
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penalties. Figure 4 and 5 show some of the main functionalities of the HV, such as how
rewards and penalties work and how a design or a construction progress bar works.

Table 1. Examples of tasks that contribute to making progress in the relevant design or
construction progress bars.

Progress bar Associated tasks

Design Stack Ventilation, Cross Ventilation, Windows having adequate Sill height,
Adequate Placement of Door Opening, Consistent Brick Perforations

Construction | Each completion of a full level of bricks

bt

| ioit :
Fig. 4. (left) Two positive rewards for window placement at adequate sill height and efficient stack

ventilation (through air circulation between the placed window and the dome). (right) Penalty for
placement of non-consecutive brick placement

Pravailing Wind
Direction

Fig. 5. (1-> 2)Snapshot of before and after completing a design task and monitoring the increase
of progress on the design progress bar.

Table 2 provides a summary of probable game-over scenarios within the game.
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Table 2. Summary of probable game-over scenarios

Type of Failure | Causes of Failure

Design For Openings (Doors and Windows): No Opening Placement, Inadequate
Door Placement, Inadequate Sill Height for Windows, Poor Cross Ventilation,
Poor Stack Ventilation

For Bricks: Uneven large gaps in the design

Construction | Poor Brick Placement Technique*

Brick Collapsing

* Placement of bricks in such a way that consumes more “energy” by the executing robot or
may increase the obstacles in the robot paths caused by the placed bricks themselves

4.2 RoBuilDer: Robot Version

This version of the game covers the learning process of the agents and the effect of the
parameters and rewards scheme imposed by the supervision human team on the efficiency
of the training process. PPO [26] was used as the DRL algorithm to help achieve the
optimal solution. This algorithm is integrated into the RoBuilDer game through the ML-
Agents framework in Unity. The ML-Agents PPO algorithm is implemented in PyTorch
and runs in a separate Python process, which communicates with the running Unity
application over a socket [27].

To speed up the learning process, concurrent Unity instances were used for training.
This parallel learning approach enables agents to encounter a more diverse range of
game circumstances during training and adapt to them better than an agent trained in a
single environment. The game’s logic was modeled as an MDP with appropriate states,
actions, and rewards to simulate the design and construction of the pavilion.

Game Actions: The main action in the game is to place a brick or a door or window
opening. From the agent’s perspective, the output is a numerical value that is translated
as an exact position to place a certain unit. Both discrete and continuous actions were
experimented in RoBuilDer. For continuous actions, an action vector of size 3 was
indicating the planar coordinates on the canvas, and the height. The discrete actions,
however, were composed of a 4-step process to place a certain unit in the game. The first
step determines whether to insert a brick on the lowest incomplete level of bricks or to
place it onto any of the higher levels available. Then, step 2 decides an integer value that
represents a segment out of 12 segments dividing the circular grid. Afterwards in step 3,
the agent selects a certain sub-segment in the segment previously selected in step 2. In
step 4, the agent selects one of the insertion points available in the sub-segment. Once
the 4-step process is executed, a unit will actually be placed and observed at the final
location chosen at step 4 (Fig. 6).
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Fig. 6. General Action Strategy Scheme for placing a brick.

Observations: The agent’s “brain” receives two types of observations: fixed-size and
variable-size vectors. Fixed-size vectors represent all the environment parameters exist-
ing from the start to the end of each episode, such as counters for placed units or wind
direction. Variable-size vectors, also known as “buffer sensors” in ML-agents, report
a variable number of observable objects in the scene, with each object having a fixed
number of observations to report. For instance, a buffer sensor is used to report each
newly placed brick’s information, including its position, tilting vector, and relationships
with other units (Table 3).

To reduce the number of observables, the concept of “naked bricks” was adopted.
These bricks are the most “active” in the game because they allow the placement of a
new brick directly above them (Fig. 7). Among these bricks are the most unstable and
less supported ones. Observing these bricks provides some insights to the neural network
on the how bricks instability evolves.

Fig. 7. Naked bricks demonstration

Goals and Rewards: The HV provides the designer with the chance to experiment
different rewards and goals in order to learn how to set up the training process for the
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Table 3. Examples of observation variables used in the buffer sensor for each naked brick

Obs.Variables: Explanation Notes
Relative Height Relative Height of the observable Equation 1
brick with respect to the starting (float)
height of the current phase
Normalized Tilting Value | Measure of how much a brick is Equation 2
(Dot product Between “Tilting”. It is a brick property. If the | (float)
brick local Z-Axis and “tilting value” decreases, it means
world Z-Axis) that the instability of the brick
increases, therefore the observation
value reported to the neural network
is negative in case of tilting
Is Last Brick? Checks whether this observable brick | Bool
is the last brick placed in the game or | (int)
not
Notes Reward/Penalty Calculation

(Current Brick Height) . —(Height at phase start) ;¢

penalty =

(Max possible Height during current phase) i sive 10 phase start

Case Tilting Value < Threshold: penalty = -1 *
Case Tilting Value > Threshold: penalty =

sk
- ——L
1-Tilting Value
14+e 1-Threshold

* Tilting Threshold is a factor with a value less than one. If the tilting dot product gets lower
than this value, the game is terminated
** The reason for using a “sigmoid function” is to increase the negative value fed to the
neural network once a signal of slight tilting is captured

Al agent. Several small incentives were experimented to encourage the agent to exhibit
a particular behavior. An example of these incentives is a small value (+0.01) that was
given to the agent each time it placed a brick in a consecutive order. Working with a
sparse environment was also explored. In such an environment, the agent is not given any
reward until it completes the required structure within the required standards. Similarly,
the agent is not penalized while learning until a game termination scenario is reached.
At that point, a relatively large negative penalty is given to the agent for failure in the
episode. The game termination scenarios in the game are mainly classified under 3 main

categories: goal accomplished, brick collapsed, and fatal design error (Fig. 8).
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(e sips

AddReward(-1)

Fig. 8. Diagram for game termination scenarios

Table 4 summarizes some examples of the different rewards and penalties that were
tested during the training of agents:

5 Discussion

The RV has witnessed several iterations of trial and error to establish areward scheme and
select optimal hyperparameters for an effective learning process. However, the challenge
of reducing project complexity emerged and was addressed using various methods. First,
the entire design and building process was divided into separate phases, with the brick
placement process divided hierarchically into three phases during training. Furthermore,
discrete action vectors eventually replaced continuous ones, since the agent was failing
to converge to an optimum solution in most of the cases.

For instance, when using discrete action vectors, around 50 million training steps
were sufficient to achieve a satisfactory level of proficiency in the most complicated brick
placement phase, the Dome Creation. By the end of training, the agent could build up to
25 levels of bricks in the dome structure while maintaining a stable brick structure and
respecting design requirements. In contrast, using continuous actions would consume
the same number of steps without accomplishing even six brick levels stacked properly
within the dome structure.

In addition, within each phase, curriculum learning was introduced. Curriculum
learning is a way of decomposing a difficult task into subtasks starting from a simple
level and increasing difficulty till reaching exactly what is required in the main task. This
idea is well-established, as it mimics how humans typically learn [27]. Moreover, the
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Table 4. Examples of in Game Agent Reward Functions

Trigger Event Reward Value

Consecutive Brick- Reward = Continuous Brick Reward
Placement x«Count of Consecutive Bricks

High Brick Placement Case Brick height relative to current lowest

incomplete level > Threshold:

Penalty =

. . . 2
(Relattve Height Difference Height of 1 brick)

+«High Brick Penalty x 2

Windows Instance

Window Forward unit Vector
Evaluation Dot Product of

and Wind Unit Vector

Reward =
(dotProduct) * Stack Ventilation Max Reward

Windows Interim Stepl: Pick window with maximum fulfilment of
Evaluation stack Ventilation

(Evaluation of Cross Ventilation After Step2: Pick the furthest window from that selected
the total number of Windows Required is | window

Achieved.) Step3: Calculate Dot Product between Both
Windows

Step4: Reward or Penalty=

Max Dot Product in List x Dot Product of 2
Windows * Cross Ventilation Max Reward

agent was trained in both sparse versus abundant reward-environment. When rewards
were sparse, each agent could get a 4+ 1 point if managed to place all the necessary
bricks properly and reach the required final height of that phase and -1 otherwise. During
learning, the agent discovered a quick way to reach the goal by stacking the bricks exactly
over each other, thus finishing one column of bricks and moving to the other.

While this behavior was not witnessed in the abundant rewards scenario because
of the presence of incentives for placing bricks adjacent and consecutive to each other
on closer levels, the agent was, however, able to surpass this placement scenario in the
sparse reward environment. Eventually, a significant outcome was the ability of the agent
to devise unexpected strategies, while not violating any game rules and succeeding in
reaching the anticipated goals.

It has to be noted that, during training in sparse environments, curiosity reward was
added to the hyperparameters of the PPO algorithm, since no rewards were introduced
during game play. This module works best when the agent receives rare or infrequent
rewards. The curiosity reward was expected to encourage the agent to explore states
that weren’t visited often during gameplay [28]. The training time was, however, longer
than the time taken for the agent to determine how to handle and place bricks within an
extrinsic rewards scheme that is defined external of the DRL algorithm.
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The motivation for experimenting with a sparse environment was to assess the level
of self-sufficiency that the agents could achieve without excessive intervention from
human supervisors. Another challenge that the supervisors could focus on is determining
whether the agents’ solutions are feasible or if game mechanics need to be updated to
prevent those strategies in the future. The primary goal of the iterative process in creating
the reward scheme was to provide small incentives to the agent in specific situations
where convergence to a solution is not achieved, or when the human supervisors deem
that the final goal is not satisfactorily met.

During training, a design issue arose in the creation of the pavilion’s dome, where
gaps between bricks became increasingly wide with increasing height, making it impos-
sible to reconnect bricks on top due to missing supports. While the agent could have still
met the required final height, this was aesthetically unacceptable. To address this issue,
a “gap check” was introduced in the game mechanics to detect and report gaps as an
observation to the agent. A penalty was added whenever gaps were detected during the
final execution phase, resulting in a more coherent dome with bricks placed at reasonable
distances from one another (Fig. 9).

Initicl gep source

¥
——

Fig. 9. (1) Gap propagation leading to failure in complying with design requirements and then
(2) coherent brick placement by the agents after the introduction of gap penalty

On the other hand, in HV, there was an opportunity to experiment and test various
methods and reward schemes that could be applied to RV. This was made possible by
providing the “supervisor” a set of parameters that could be adjusted and then observing
their impact on gameplay. These parameters included values related to the reward scheme
and game mechanics-related variables such as the tilting limit of bricks before they were
deemed unstable, the material and physical properties of bricks affecting their behavior
during placement, and more.

Once a change was agreed upon, it was integrated into the agent’s training canvas and
evaluated against performance metrics to track progress. The whole process involved a
meta-learning challenge for the human team to transfer tacit knowledge and experiences
into tangible incentives and goals to guide the agent. The back-and-forth between testing
and implementation phases allowed for instant feedback. Interruptions to the training
process were recovered by reusing the neural network’s learnt weights as initialization
parameters when training resumed.
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6 Conclusion and Future Work

This paper introduced a new framework for autonomous design and construction of
buildings. The framework combines the success of DRL algorithms in complex domains
like RTS games and the latest advancements in simulation environments supported by
game engines, along with modern sensing technologies and construction robotics. The
framework established the relationship between Al and humans in the AEC industry,
where the highest level of autonomy is achieved when agents find solutions within the
constraints set by designers and builders. In this new workflow, the human team serves
as a supervisor to the agents, directing them towards areas of knowledge that may lead
to solutions not previously explored by humans.

While the paper proposed a generalized framework, there are still several aspects
that need to be addressed in the future, especially regarding project-specific workflows.
As each project in the AEC industry is unique, detailed pipelines starting from scope
identification, selection of optimization algorithms, simulated environments, and exe-
cution robots should be addressed and shared among the community. Further research
can also be directed towards the adaptability of trained algorithms to be used on future
projects with no or limited additional training. The paper also provided a proof of con-
cept, named RoBuilDer, that covers part of the proposed framework by introducing a
human and robot version. Although the robotic execution part was not the focus of the
paper, it aligns with the framework’s insights regarding the combination of one or more
algorithms to execute the final project. When executing the learnt behavior, the use of
traditional or DRL-supported path planning algorithms can help transfer the simplified
points or actions taken in the simulation environment into real world actions.
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